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Bandits

We consider stochastic multi-arm bandits.



5

Motivating Example: Adaptive Drug Trials
A doctor, specialising in treatment of a particular disease, can
prescribe one of K possible drugs (bandit arms). S/he sees a
patient, assigns a drug (= takes an action/pulls a bandit arm), and
observes the effectiveness (= reward), then proceeds to the next
patient, and thus in sequence. The goal is to cure as many
patients as possible.

For patient t = 1, 2, . . . , T :
1 Give drug At ∈ {1, . . . , K} (action) to patient t
2 Observe outcome (reward) Rt ∈ {0, 1} ▷ 1 ≡ recovered
3 Update knowledge about the estimated outcome
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Bandit Applications
Medical trials (prescribe drugs; maximize health outcome)
Finance (invest in stock; maximize payoff)
Influence Maximization (select influencer; maximize influence)
Services (select provider to use; maximize service quality)
Routing (select route; maximize data-transfer)
Recommender systems (recommend movie; maximize rating)
Marketing (which ad. to display; maximize revenue from ads)
Robotics and logistics (select strategy; maximize productivity)
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Bandits: Reward and Value

We take an action At ∈ {1, . . . , K} and receive reward Rt ∈ R:

At

Rt

We minimize expected reward (value):

q∗(a) = ERt∼νa [Rt |At = a]

where νa := ν(Rt |At = a).

We want to learn about distributions ν1, . . . , νK .
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An example (K = 10);

Sutton and Barto. Reinforcement Learning: An Introduction, 2020.
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Multiple vs Sequential Decision Making

Earlier: For each test instance the ‘agent’/model h:
1 Observes X
2 Takes ‘action’ Ŷ = h(X )

(training is done ‘offline’ and prior to testing)

Generic bandits framework: For t = 1, . . . , T , the agent (with
policy π)

1 Takes action At ∼ π

2 Observes reward Rt
3 Update our agent π, under new knowledge (At , Rt)

(Note: Rt only wrt At)
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Reward and Regret
The mean reward (expected reward/value) of an arm at time t is

µ(a) ≡ q∗(a) := ERt∼νa [Rt |At = a]

The best result (via highest values/rewards) is obtained with

µ∗ := max
a∈A

µ(a) a∗ = argmax
a∈A

µ(a)

(the largest mean of all the arms).

At round T , the regret for our policy is

RT = µ∗T − E
[ T∑

t=1
Rt

]

We want to minimize this (log(T ) considered a solution). Intuition:
play such that in hindsight, we couldn’t have done any better.
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Exploitation vs Exploration
Exploit: Take greedy actions (best under current knowledge).
Explore: Improve knowledge for the future (i.e., learning).

The dilemma: We cannot do both always. It’s a trade-off.

Image Source: [1]

https://ai-ml-analytics.com/reinforcement-learning-exploration-vs-exploitation-tradeoff/
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The ϵ-Greedy Algorithm
ϵ-Greedy1: play the best arm with probability 1 − ϵ (greedy action):

â∗ = argmax
a∈A

µ̂(a)

and (else) play a random arm a ∼ A with probability ϵ (explore).
Then, we can update µ̂(·) for the arm played.

ϵ-greedy vs greedy. Ref: Sutton and Barto. Reinforcement Learning: An Introduction, 2020.

1N.B. Related to ϵ-approximate tree search, but it’s not the same!
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Problems with ϵ-Greedy

ϵ-greedy vs greedy. Ref: Sutton and Barto. Reinforcement Learning: An Introduction, 2020.

ϵ may be too large (over-exploring) or too small (over-greedy)
algorithm may be biased by initial estimates of µ̂(a)
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Tail Probabilities
Suppose iid samples from a-th arm: R1, R2, . . . , RT (Rt ∼ νa).
Our unbiased estimate µ̂ (empirical mean over T draws):

µ̂ = 1
T

T∑
t=1

Rt

How confident can we be that is µ̂ is not ‘too far off’ (within ϵ of)
the true mean µ?

We’re interested in the tail probabilities. See, e.g., Lattimore and
Szepesvári, Bandit Algorithms, 2020. Chap. 5. for derivations.

https://tor-lattimore.com/downloads/book/book.pdf
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Upper-Confidence-Bounds (UCB)
Recall: Only one arm can be pulled per round!

Let Nt(a) be the the number of samples from arm a seen by
time-step t, with an empirical mean of Qt(a) ≡ µ̂a,t ; our estimate
at time t of q∗(a) (the true value of action a).

UCBt−1(a) = Qt−1(a) + c
√

ln t
Nt(a)

where UCBt−1 = ∞ when Nt(a) = 0; confidence c.

Optimism in the face of uncertainty: assume largest plausible
value when we haven’t chosen the arm yet.
Essentially two terms: exploitation + exploration
Optimism will decay with experience.
The true q∗(a) expected in confidence interval around Q(a).
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The UCB Algorithm

1: procedure UCB Algorithm(c)
2: Init. {N0(a)}a∈A = 0 and {UCB0(a)}a∈A = ∞
3: for t = 1, . . . , T do
4: Choose action

At = argmax
a∈A

UCBt−1(a)

5: Pull the arm At and observe reward Rt
6: Update UCBa: Nt(At) and Qt(k)

for choice of c: the confidence level (should be small enough to
ensure reasonable optimism, but not so large as to encourage too
much exploration of suboptimal arms).

General idea: Choosing the arm with the largest UCB implies only
playing only arms a where the true means µk could reasonably be
larger than the arms which have been played often.
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1 2 3 4 5
Nt(1) = 3 Nt(2) = 3 Nt(3) = 4 Nt(4) = 6 Nt(5) = 4

UCB in action, at t = 20.
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Sutton and Barto. Reinforcement Learning: An Introduction, 2020.
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Theorem (Auer et al., 2002)
If the UCB1 policy is run over k arms, of arbitrary reward
distributions ν1, . . . , νk with support ∈ [0, 1], expected regret is

RT ≤

4α
∑

a:µa<µ∗

( log T
∆a

)+
(

1 + π2

3

)( k∑
a=1

∆a

)

where ∆a := µ∗ − µa.

O(
√

kT log T )
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Thompson’s Sampling (Bayesian Bandits)
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Bayesian Bandits
Let distributions ν1, . . . , νk be parametrized by θ1, . . . , θk

Bayesians always consider a prior;

θa ∼ P(θa)

And then we work towards a posterior

P(θa|D) ∝ P(D|θa)P(θa)

from data (observations)

D = {(Ai , Ri)}t
i=1

θa

r
(a)
1 r

(a)
2 r

(a)
3

. . . r
(a)
t



23

Example: Two Coins
Suppose two unfair coins, such that

Rt ∼ νa(θ) where Rt =
{

1 (Heads) with probability θa

0 (Tails) with prob. 1 − θa

(Each νa is a Bernoulli distribution).
For θa ∼ P(θa), we can use the Beta distribution:
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ν1 (left), ν2 (mid.), P(θ) ≡ Beta(θ|α, β) (right; image: Wikipedia)

θ ∼ Beta(θ|α, β) ∝ θα−1(1 − θ)β−1
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Recall, we want
P(θ|D) ∝ P(D|θ)P(θ)

(θ the arm of interest): the data likelihood multiplied by the prior.

The Beta distribution is a conjugate prior for (same parametric
representation) as the Bernoulli. Basically: we can update in a
neat way.

We take action a, observe Rt ∼ νa, then

P(θ|Rt = 0) ∝ P(θ)P(Rt = 0|θ) ▷ We observed Tails
∝ Beta(θ|α + 1, β)

P(θ|Rt = 1) ∝ P(θ)P(Rt = 1|θ) ▷ We observed Heads
∝ Beta(θ|α, β + 1)



25Distributions P(θ|D) as T = 1, 2, 5, . . . , 1000; with 3 arms; Image source: [2]

https://towardsdatascience.com/thompson-sampling-fc28817eacb8


26

Thompson Sampling

1. Sample
θa ∼ P(θa|D) for a ∈ A

2. Act optimally according to this belief:

At = argmax
a

Qt(a)

(when νa is Bernoulli: Qt(a) = E[Rt |At = a] = E[νa] = θa).
3. Update beliefs (with new knowledge (At , Rt)).

Simple to implement (just requires sampling)
Theoretically near optimal
Works better than UCB in practice
But, may over-explore
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Summary (So Far)

Bandits . . .

. . . imply sequential decision making: a decision we make now
indirectly affects our loss (regret) in the future.

. . . could be also be called ‘reinforcement learning from the same
state’ or ’. . . without a change in/observation of state’; we only
observe a reward.

. . . have many real-world applications.

. . . involve the all-important Exploration vs Exploitation tradeoff.
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